
The Bolts and Nuts of building a

Big Data infrastructure

Presented to you by eRic Choo

Prepared by JK Wong



Brontobyte

•10
27 Yottabyte

•10
24

Zettabyte

•10
21

Exabyte

• 10
18

Petabyte

• 10
15

Terabyte

• 10
12

Gigabyte

• 10
9

Megabyte

• 10
6

So much DATA!!! How to handle?



Source: http://www.ibm.com/IoT

http://www.ibm.com/IoT


Can we (human) still handle them?



of DATA



Structured

Data

Unstructured

Data

What you find in a DB

(typically)

What you find in the ‘wild’

(text, image, audio, video)

Source: http://rodneyrohrmann.blogspot.sg/2016/03/data-overview-structured-data-is-data.html

http://rodneyrohrmann.blogspot.sg/2016/03/data-overview-structured-data-is-data.html
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Traditional Processing

• Processor bound

• Complex problem = Larger computer



Source: https://en.wikipedia.org/wiki/Supercomputer

Advancement in Processing

• Parallel Computing

• To solve problem(s) at the same time

• High-end Computers becoming affordable
 Processor

 Memory

 HDD Prices

https://en.wikipedia.org/wiki/Supercomputer






























Apache Hadoop

(pronunciation:

/həˈduːp/)

is an open-source

software framework

for distributed storage

and distributed processing

of very large data sets

on computer clusters

built from commodity hardware.

Source: https://en.wikipedia.org/wiki/Apache_Hadoop

https://en.wikipedia.org/wiki/Apache_Hadoop
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STORAGE

PROCESSING
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Hadoop Layers
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Core Hadoop Components

MapReduce Spark
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HDFS



DATA INTEGRATION

STORAGE FOR ANY TYPE OF DATA
U N I F I E D ,  E L A S T I C ,  R E S I L I E N T,  S E C U R E

WORKLOAD MANAGEMENT
(YARN)

BATCH 

PROCESSING
(MapReduce, 

Hive, Pig)

ANALYTICS 

SQL
(Impala)

SEARCH 

ENGINE

MACHINE 

LEARNING
(Spark, 

MapReduce, 
Mahout)

STREAM 

PROCESSING
(Spark)

3RD PARTY 

APPS

Filesystem

(HDFS)

Online NoSQL

(HBASE)



Hadoop HDFS

(Hadoop

Distributed

File

System)

is a

distributed file-system

that stores data on

commodity machines,

providing very high aggregate

bandwidth across the cluster.

Source: https://en.wikipedia.org/wiki/Apache_Hadoop

https://en.wikipedia.org/wiki/Apache_Hadoop
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MapReduce

“Map” step

“Shuffle” step

“Reduce” step

is a programming model

and an associated

Implementation for processing

and generating large data sets

with a parallel, distributed algorithm

on a cluster.

Source: https://en.wikipedia.org/wiki/MapReduce

https://en.wikipedia.org/wiki/MapReduce




Apache Spark

• Originally developed in 2009 in 

UC Berkeley’s AMPLab

• Fully open sourced in 2010 – now a 

Top Level Project at the Apache 

Software Foundation

• Fast Growing Community

Source: spark.apache.org

github.com/apache/spark

http://spark.apache.org/
http://github.com/apache/spark


Source: https://code.facebook.com/posts/1671373793181703

https://code.facebook.com/posts/1671373793181703


Benefits?
Runs on 

commodities 
servers

Real-
time/Batch 
processing

Large Scale 
Processing 

and 
Analytics

Parallel 
processing

Storage & 
Processing 

Platform

Ecosystem 
and tools
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Traditional Processing

• Processor bound

• Complex problem = Larger computer



Source:  Intro to DataRobotwww.youtube.comhttps://m.youtube.com/watch?v=L3V_UJugtJ0
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Hadoop+ DataRobot = ?
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< cost



The Future of Hadoop



JK
Jk.wong@ptcsys.comeRic.Choo@ptcsys.com

eC

mailto:Jk.wong@ptcsys.com
mailto:eRic.Choo@ptcsys.com

